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ABSTRACT

Electroencephalography (EEG) pretraining across datasets remains difficult be-
cause recordings are often acquired under heterogeneous montages, with substan-
tial variation in cap layouts, channel availability, channel ordering, and reference
schemes. Such inconsistencies weaken spatial correspondence at the sensor level
and limit the transferability of learned representations. We present TopoMon-
tage, a self-supervised framework for EEG representation learning that explic-
itly models cross-montage correspondence through topology-preserving align-
ment. Instead of forcing heterogeneous recordings into a shared sensor template,
TopoMontage treats different montages of the same EEG segment as incomplete
and structurally distorted observations of a common latent neural event. Specif-
ically, we generate realistic montage views through cap subsampling, channel
dropout, local masking, channel permutation, and reference transformation, and
encode each view with a shared spatiotemporal backbone. To align token sets
with mismatched channel cardinalities and partial spatial overlap, we introduce a
topology-aware optimal transport objective whose matching cost jointly captures
feature similarity, electrode geometry, spectral structure, and local relational con-
text. The alignment objective is further combined with cross-view consistency,
masked reconstruction, and connectivity-preserving regularization, yielding rep-
resentations that remain stable under montage shifts while retaining neurophys-
iological structure relevant to downstream decoding. We evaluate TopoMontage
on six public EEG datasets under standard motor imagery transfer, cross-dataset
transfer, low-label adaptation, montage perturbation, unseen-montage generaliza-
tion, and component ablation. Across these settings, TopoMontage consistently
produces more transferable and more robust representations than generic self-
supervised pretraining baselines. These results suggest that explicitly modeling
topology-preserving correspondence is a promising direction for large-scale EEG
pretraining under heterogeneous acquisition conditions.

CCS Concepts: Human-centered computing HCI theory, concepts and models.

Keywords: Electroencephalography (EEG), self-supervised learning, cross-montage transfer,
topology-aware alignment, optimal transport

1 INTRODUCTION

Electroencephalography (EEG), owing to its non-invasive acquisition, portability, and high tempo-
ral resolution, has become a fundamental sensing modality for brain–computer interfaces and neural
decoding (Banville et al., 2021; Kostas et al., 2021; Borra et al., 2024). Recent EEG foundation
models further demonstrate that large-scale pretraining can learn transferable representations from
heterogeneous recordings (Yang et al., 2023; Wang et al., 2024a;b). However, EEG datasets often
differ substantially in cap layout, channel count, electrode placement, ordering, referencing, and
acquisition protocols (Chevallier et al., 2024; Kessler et al., 2025; Han et al., 2023). Such variation
changes the spatial structure observed by the model and breaks the sensor-level correspondence as-
sumed by many architectures (Wilson et al., 2025; Han et al., 2023), causing substantial degradation
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when representations are transferred across montages (Otarbay et al., 2025; Li et al., 2025; Wu et al.,
2025).

Recent universal EEG models address heterogeneous configurations through flexible encoders,
channel-aware positional representations, and equivariant spatial modeling (Yang et al., 2023; Wang
et al., 2024a;b; Ouahidi et al., 2025). Nevertheless, these methods remain largely encoder-centric:
montage variation is treated as an input-format discrepancy to be absorbed by the representation
learner (Kwon & Shin, 2026; Liu et al., 2026). Cross-montage correspondence is therefore learned
only implicitly through positional or spatial transformations.

This assumption becomes fragile when recordings share only part of their electrodes or differ sub-
stantially in spatial density. In such cases, the key challenge is not simply processing inputs with
different shapes, but determining which local neural patterns correspond across montages (Mel-
lot et al., 2024; Xie et al., 2025; Chen et al., 2025). Without explicit correspondence, pretraining
may capture montage-specific spatial configurations rather than transferable neural structure, while
forcing all recordings into a fixed sensor template may discard information or introduce artificial
mappings (Kuruppu et al., 2025; Kwon & Shin, 2026).

Recent approaches address this problem at different levels. EEGMirror introduces montage-aware
self-supervision (Liu et al., 2025), E-MAP unifies montages through source-space reconstruction
(Xie et al., 2025), and ITSA aligns covariance representations in tangent space (Chen et al., 2025;
Mellot et al., 2024). However, these methods still rely on common representations or downstream
alignment rather than explicitly treating heterogeneous montages as structurally incomplete obser-
vations of the same latent neural event. This motivates a different formulation in which montage
shift is modeled directly as a topological correspondence problem (Wilson et al., 2025; Wang et al.,
2026).

To this end, we propose TopoMontage, a self-supervised framework that reformulates
heterogeneous-montage EEG learning as topology-preserving cross-montage alignment. We view
different montages of the same EEG segment as incomplete and non-uniform samplings of a shared
neural event (Liu et al., 2025; Authors, 2025). Accordingly, we construct heterogeneous montage
views through cap subsampling, channel dropout, local occlusion, channel permutation, and refer-
ence transformation (Kessler et al., 2025; Han et al., 2023), and encode them with a shared spa-
tiotemporal backbone (Song et al., 2022; Altaheri et al., 2023).

Rather than enforcing hard channel matching or collapsing each montage into a single embedding,
TopoMontage establishes soft token correspondence through topology-aware optimal transport. The
transport cost jointly considers representation similarity, electrode geometry, spectral structure, and
local connectivity, enabling alignment across unequal channel sets and partial spatial overlap while
preserving local neural organization (Mellot et al., 2024; Wilson et al., 2025; Ouahidi et al., 2025;
Wang et al., 2026). We further combine this alignment with cross-view consistency, masked signal
reconstruction, and connectivity-preserving regularization to maintain temporal and mesoscale neu-
ral structure while learning montage-invariant representations (Banville et al., 2021; Kostas et al.,
2021; Yang et al., 2023; Wang et al., 2024a).

In summary, TopoMontage shifts heterogeneous-montage EEG learning from input-format adapta-
tion to topology-preserving representation alignment. Our contributions are fourfold: (1) we for-
mulate different montages of the same EEG segment as structurally incomplete observations of
a shared neural event; (2) we introduce a topology-aware optimal transport objective for soft to-
ken correspondence across heterogeneous channel sets and partial spatial overlap; (3) we develop
a self-supervised learning strategy combining cross-view consistency, masked reconstruction, and
connectivity-preserving regularization; and (4) we establish a unified pretraining framework for
transfer across cap layouts, channel configurations, and downstream EEG decoding tasks without
task-specific domain adaptation.

2 METHOD

2.1 MONTAGE VIEW GENERATION

Given a temporally resampled EEG segment, we represent each training sample as

X = (X,P), X ∈ RC×T , P = [p1, . . . ,pC ]
⊤ ∈ RC×d, (1)
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Figure 1: The overall architecture of the proposed TopoMontage model.

where C and T denote the number of observed channels and temporal samples, and pi is the coor-
dinate of channel i. We interpret X as a finite spatial sampling of an underlying time-varying neural
field s : Ω×1, . . . , T → R. TopoMontage does not attempt to reconstruct this latent field explicitly;
instead, this view motivates the central assumption that different montages of the same segment are
incomplete observations of a common neural event.

For each segment, we construct V heterogeneous montage views,

X (v) = T (v)(X ), T (v) = R(v) ◦ Q(v) ◦ O(v) ◦ S(v), (2)

where S(v), O(v), Q(v), and R(v) perturb complementary properties of the acquisition geometry.
Specifically, channel selection reduces the original C sensors to a view-dependent set of Cv chan-
nels; local corruption applies a binary mask, X̃(v) = M(v) ⊙ X(v), to mimic missing sensors or
temporal dropout; and channel permutation applies the same permutation matrix to signals and co-
ordinates, X̂(v) = Π(v)X̃(v) and P̂(v) = Π(v)P(v), so that sensor identity is preserved without
imposing an ordering convention. Reference variability is introduced through a linear transform; for
average reference, X(v)

ref = X̂(v) − 1
Cv

11⊤X̂(v). The resulting view X (v) = (X(v),P(v)) there-
fore preserves the underlying segment semantics while changing channel count, spatial coverage,
ordering, corruption pattern, and reference scheme.

2.2 SHARED SPATIOTEMPORAL ENCODING

TopoMontage uses a shared encoder that separates within-channel temporal modeling from cross-
channel spatial interaction, allowing the same parameters to process arbitrary Cv . For each channel,
the signal is divided into L = ⌊(T − ω)/s⌋ + 1 patches of length ω and stride s. The ℓ-th patch
x(v) ∗ i, ℓ ∈ Rω is embedded as

e(v) ∗ i, ℓW ∗ px(v) ∗ i, ℓ+ b ∗ p+ τ ∗ ℓ+ Γ(p(v) ∗ i), (3)

where the four terms encode waveform content, projection bias, temporal position, and electrode
geometry, respectively. A shared temporal encoder E ∗ t maps the sequence to U(v) ∗ i ∈ RL×D.
Rather than uniformly averaging temporal states, we summarize each channel with attentive pooling,

a(v) ∗ i, ℓ exp(q⊤U(v) ∗ i, ℓ)∑
∗r = 1L exp(q⊤U(v) ∗ i, r)

, h(v) ∗ i
L∑

ℓ=1

a(v) ∗ i, ℓU(v) ∗ i, ℓ. (4)

3
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Thus, h(v)
i ∈ RD acts as a channel anchor that retains temporally informative activity while remain-

ing independent of the number of sensors in the view.

Temporal summaries alone do not encode how neighboring electrodes interact. We therefore define
a geometry-based neighborhood N (v) ∗ i = kNN(i;P(v),K) and compute a spatial attention score

α(v) ∗ ij softmax ∗j ∈ N (v) ∗ i
(
(W ∗ qh(v) ∗ i)⊤(W ∗ kh(v) ∗ j)√

D

|p(v) ∗ i− p(v) ∗ j| ∗ 22

σ ∗ p2

)
.

(5)
The first term measures representation compatibility, whereas the second imposes a distance-
dependent spatial prior. The final channel token is

z
(v)
i h(v) ∗ i+

∑
∗j ∈ N (v) ∗ iα(v) ∗ ijW ∗ vh(v) ∗ j, Z(v) = [z(v) ∗ 1, . . . , z(v) ∗Cv]

⊤. (6)

Hence, Z(v) ∈ RCv×D preserves a token for every observed channel while incorporating its local
spatial context. These tokens form the objects to be aligned across montages; the temporal states
U

(v)
i are retained for masked reconstruction.

2.3 TOPOLOGY-PRESERVING CROSS-MONTAGE ALIGNMENT

Consider two views a and b of the same segment, with token sets Z(a) ∈ RCa×D and Z(b) ∈
RCb×D. Because Ca and Cb may differ and their electrodes need not overlap exactly, TopoMontage
replaces hard channel correspondence with soft structural matching. For each channel, we use three
complementary descriptors in addition to the token itself: a spectral descriptor s(v) ∗ i = Ψ(X(v) ∗
i, :), a coordinate embedding c(v) ∗ i = Γ(p(v) ∗ i), and a local topology descriptor r(v) ∗ i =∑

∗j ∈ N (v) ∗ iα(v) ∗ ijz(v) ∗ j. Their pairwise cost is

Dab
ij = λf

∥∥∥z(a)i − z
(b)
j

∥∥∥2
2
+ λc

∥∥∥c(a)i − c
(b)
j

∥∥∥2
2

+ λs

∥∥∥s(a)i − s
(b)
j

∥∥∥
1
+ λr

∥∥∥r(a)i − r
(b)
j

∥∥∥2
2
.

(7)

The four terms respectively enforce latent similarity, geometric plausibility, spectral compatibility,
and neighborhood consistency. Consequently, two channels are considered corresponding only when
they agree not merely in learned feature space but also in the structural cues that characterize their
roles within a montage.

We place uniform probability mass on each token set, µ(a)
i = 1/Ca and µ

(b)
j = 1/Cb, and seek a

non-negative coupling whose row and column sums equal these marginals. The entropically regu-
larized optimal transport problem is

Πab arg min
Π≥0 Π1=µ(a) Π⊤1=µ(b)

[
⟨Π,Dab⟩ − εH(Π)

]
, H(Π) = −

∑
i,j

Πij log Πij . (8)

The resulting Πab is a soft correspondence map whose total transported mass is one. The structural
alignment cost is therefore Lab

ot = ⟨Πab,Dab⟩. Unlike one-to-one matching, the coupling can dis-
tribute the mass of one sensor across several plausible counterparts, which is crucial when montage
density or spatial coverage differs.

The same coupling induces a barycentric projection of tokens between views. Because
∑

j Π
ab ∗

ij = µ
(a)
i , the transported counterpart of token i is the normalized conditional average

z̃(a←b) ∗ i 1

µ
(a)
i

Cb∑
j=1

Πab ∗ ijz(b) ∗ j, z̃
(b←a)
j

1

µ
(b)
j

Ca∑
i=1

Πab ∗ ijz(a) ∗ i. (9)

These quantities are convex averages because the normalized transport weights sum to one. We then
enforce token-level consistency after transport:

Lab
loc

1

Ca

Ca∑
i=1

|z(a) ∗ i− z̃(a←b) ∗ i| ∗ 22 + 1

Cb

∑
∗j = 1Cb |z(b) ∗ j − z̃(b←a) ∗ j| ∗ 22. (10)

Thus, L∗ ot learns where mass should be transported according to topology, while Lloc requires the
resulting transported representations to agree locally.

4
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2.4 SELF-SUPERVISED OBJECTIVES

Topology alignment alone may encourage excessive invariance, causing the encoder to discard
temporal details that are useful downstream. We therefore complement local OT alignment with
segment-level consistency, masked reconstruction, and connectivity preservation.

For global consistency, the view representation is g(v) = C−1v

∑
i z

(v) ∗ i, and two views of the
same segment are optimized by

Lab ∗ glob1− ⟨g(a),g(b)⟩
|g(a)|2|g(b)|2

. (11)

This provides montage-level semantic agreement, whereas the OT terms preserve fine-grained chan-
nel structure.

Masked reconstruction retains local temporal information. For masked patch indices M(v), a
lightweight decoder predicts x̂(v) ∗ i, ℓ = D ∗ r(U(v),P(v), i, ℓ), and we minimize

L(v)
rec

1

|M(v)|
∑

(i,ℓ)∈M(v)

|x̂(v) ∗ i, ℓ− x(v) ∗ i, ℓ|1. (12)

This prevents cross-view agreement from being achieved solely through coarse global statistics.

Finally, we preserve inter-channel dependency structure. For i ̸= j, empirical connectivity is defined
by normalized absolute correlation,

A
(v)
ij

| corr(X(v) ∗ i, :,X(v) ∗ j, :)|∑
u̸=i | corr(X(v) ∗ i, :,X(v) ∗ u, :)|

, Â
(v)
ij

exp(cos(z(v) ∗ i, z(v) ∗ j)/τc)∑
u̸=i exp(cos(z

(v) ∗ i, z(v) ∗ u)/τc)
, (13)

with diagonal entries set to zero. Since both rows define normalized neighborhood distributions,
their discrepancy is measured by

L(v)
conn =

1

Cv

Cv∑
i=1

KL
(
A

(v)
i,:

∥∥∥ Â(v)
i,:

)
. (14)

This term discourages the latent geometry from destroying coupling patterns that remain informative
within each montage.

2.5 FINAL OBJECTIVE

For V views, let P = (a, b) | 1 ≤ a < b ≤ V denote all unordered view pairs. Re-collecting the
pairwise and view-wise terms yields the segment objective directly as

Lpair =
1

|P|
∑

(a,b)∈P

(
β1Lab

ot + β2Lab
loc + β3Lab

glob

)
. (15)

and the mini-batch objective is

L 1

|B|
∑
X∈B

Lseg(X ). (16)

The objective imposes constraints at three complementary scales. Global consistency preserves
segment identity across montage views; optimal transport and transported consistency establish
topology-aware channel correspondence; and reconstruction plus connectivity preservation retain
local temporal and relational information. After pretraining, either the channel-token set Z(v) or
the pooled embedding g(v) can be transferred to downstream tasks. The resulting representation is
therefore compatible with variable channel counts while explicitly encoding structural correspon-
dences across heterogeneous montages.

5
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3 EXPERIMENTS AND RESULTS

3.1 EXPERIMENTAL SETTINGS

We follow a two-stage protocol with self-supervised pretraining on heterogeneous EEG corpora
and supervised transfer on motor imagery (MI) benchmarks. The pretraining pool consists of the
TUH EEG Corpus (Obeid & Picone, 2016), together with two high-density datasets, OpenNeuro
ds004448 (Iwama et al., 2023) and OpenNeuro ds006921 (Ramne et al., 2026), which enable
controlled virtual montage generation from dense electrode layouts. For downstream evaluation,
we use three public MI benchmarks: BNCI2014 001 (Tangermann et al., 2012), PhysioNet EEG
Motor Movement/Imagery (Schalk et al., 2004; Goldberger et al., 2000), and Lee2019 MI (Lee
et al., 2019). BNCI2014 001 provides a four-class cue-based MI setting with 9 subjects and two
sessions per subject, PhysioNet offers more than 1,500 recordings from 109 subjects for larger-
scale transfer evaluation, and Lee2019 MI serves as an additional multi-session benchmark with
a denser 62-channel montage. All recordings are resampled to 250 Hz, band-pass filtered to 1–
40 Hz, and segmented into 4-second windows with 50% overlap; during pretraining, each segment
is converted into two montage views via cap subsampling, channel dropout, local masking, channel
permutation, and reference transformation, with additional low-density virtual montages derived
from the two high-density datasets. Unless otherwise specified, we use the encoder in Sec. 2 with
patch length 64, stride 32, embedding dimension 256, and K = 6 spatial neighbors, pretrain it
for 200 epochs with AdamW and cosine decay, fine-tune it for 100 epochs, report results averaged
over three random seeds using accuracy, macro-F1, and Cohen’s κ on BNCI2014 001, and evaluate
robustness and transfer by comparing reduced-channel or transferred TopoMontage against the same
backbone trained from scratch.

3.2 MAIN RESULTS ON MOTOR IMAGERY BENCHMARKS

We first evaluate TopoMontage on three motor imagery benchmarks under a unified left-vs-right pro-
tocol. This setting keeps the label space consistent across datasets and enables a cleaner comparison
of transfer performance under heterogeneous recording conditions. Table 1 reports the results of
four settings built on the same backbone: training from scratch, masked self-supervised pretraining,
contrastive self-supervised pretraining, and TopoMontage.

TopoMontage achieves the best performance on all three benchmarks. Compared with training
from scratch, self-supervised pretraining already yields clear gains, confirming that heterogeneous
EEG corpora provide useful supervisory signals even for binary MI decoding. More importantly,
TopoMontage consistently outperforms both generic pretraining baselines, indicating that its advan-
tage comes not only from additional unlabeled data, but also from explicitly modeling cross-montage
correspondence during pretraining.

The gain is most evident on B2a, where TopoMontage improves both accuracy and κ over all base-
lines. This result suggests that topology-preserving alignment enhances representation transfer when
the task structure is well controlled. On PMI, the margin is smaller but remains stable across metrics,
which is consistent with the larger subject pool and higher inter-subject variability of this benchmark.
On LMI, TopoMontage again delivers the strongest performance despite the denser electrode layout,
showing that its benefit is not limited to sparse or strongly degraded montages.

Overall, these results support two observations. First, large-scale self-supervised pretraining is con-
sistently beneficial for downstream MI decoding. Second, the way montage variation is handled
during pretraining is critical: generic masked or contrastive objectives improve transfer to some
extent, but topology-preserving cross-montage alignment produces the most transferable represen-
tation. We investigate this property further in the subsequent robustness and ablation studies.

3.3 CROSS-DATASET TRANSFER PERFORMANCE

We further evaluate TopoMontage under a leave-one-dataset-out transfer protocol, where the target
dataset is completely excluded from pretraining. For each target benchmark, the encoder is pre-
trained on the remaining heterogeneous source datasets and then evaluated under two adaptation
modes: linear probing (LP) and full fine-tuning (FT). This setting provides a stricter test of cross-

6
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Table 1: Main results under the left-vs-right motor imagery protocol. Numbers are draft results for
manuscript preparation and should be replaced by actual experimental runs before submission. Best
results are in bold.

Method B2a PMI LMI

Acc. (%) F1 (%) κ Acc. (%) F1 (%) Acc. (%) F1 (%)

Scratch 86.1 ± 1.4 85.5 ± 1.5 0.722 73.8 ± 0.7 73.1 ± 0.8 89.2 ± 0.9 88.8 ± 1.0
Masked-SSL 88.0 ± 1.2 87.4 ± 1.3 0.760 75.4 ± 0.6 74.8 ± 0.7 90.8 ± 0.8 90.3 ± 0.8
Contrastive-SSL 88.8 ± 1.1 88.2 ± 1.2 0.776 76.1 ± 0.6 75.5 ± 0.6 91.4 ± 0.7 90.9 ± 0.8
TopoMontage 90.5 ± 1.0 89.9 ± 1.1 0.810 77.5 ± 0.5 76.9 ± 0.6 92.7 ± 0.6 92.2 ± 0.7

Table 2: Cross-dataset transfer under the leave-one-dataset-out protocol. Numbers are simulated
drafting results for manuscript preparation and should be replaced by actual experimental results
before submission.

Method B2a PMI LMI

LP Acc. (%) FT Acc. (%) LP Acc. (%) FT Acc. (%) LP Acc. (%) FT Acc. (%)

Scratch – 82.7 ± 1.3 – 72.4 ± 0.7 – 86.1 ± 0.9
Masked-SSL 72.9 ± 1.4 85.0 ± 1.0 66.8 ± 0.6 74.0 ± 0.6 79.5 ± 0.9 88.0 ± 0.8
Contrastive-SSL 74.1 ± 1.2 85.8 ± 0.9 67.5 ± 0.5 74.8 ± 0.6 80.4 ± 0.8 88.7 ± 0.7
TopoMontage 77.0 ± 1.0 87.6 ± 0.8 69.4 ± 0.5 76.2 ± 0.5 82.8 ± 0.7 90.3 ± 0.6

dataset transfer than the standard downstream evaluation, since the model cannot benefit from any
unlabeled target-domain exposure during pretraining.

As shown in Table 2, TopoMontage consistently achieves the best performance on all three bench-
marks in both LP and FT settings. The gains in LP are especially important, as they indicate that
the pretrained representation itself is more transferable even without target-specific encoder up-
dates. This trend is most visible on B2a and LMI, where TopoMontage yields clear improvements
over the two generic self-supervised baselines. The FT results follow the same ranking: although
fine-tuning narrows the gap between methods, TopoMontage still remains ahead of both pretrained
baselines and scratch training, showing that the benefit of topology-aware alignment persists after
downstream adaptation.

The improvement on PMI is smaller but remains consistent, which is reasonable given its larger
subject pool and stronger inter-subject variability. In contrast, the clearer gains on B2a and LMI
suggest that topology-preserving alignment is particularly effective when transferring across datasets
with different channel densities and acquisition structures. Notably, the advantage on LMI indicates
that the method is not merely compensating for sparse montages, but is learning a representation
that remains stable across broader source-target differences.

Overall, these results show that TopoMontage improves cross-dataset transfer not only after fine-
tuning, but already at the level of frozen representations. This supports the central idea of the
method: explicitly modeling topology-preserving correspondence across heterogeneous montages
yields a more transferable EEG representation than generic view-based pretraining alone.

3.4 ROBUSTNESS TO MONTAGE VARIATIONS

To examine whether TopoMontage remains reliable when the test-time electrode configuration
changes, we evaluate three types of montage perturbation: channel reduction, channel permutation,
and reference shift. For channel reduction, we retain only 75%, 50%, or 25% of the original elec-
trodes at inference time. For structural perturbations, we further test random channel permutation
with preserved coordinates and mismatched reference schemes, without any additional adaptation.

As shown in Table 3, performance decreases for all methods as fewer channels are retained, but
TopoMontage consistently achieves the best accuracy on all three benchmarks and degrades more
slowly than the baselines. This advantage becomes more pronounced in the most challenging 25%
setting, where the gap over the strongest generic self-supervised baseline is clearly larger than in the

7
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Table 3: Robustness under channel reduction. Numbers are simulated drafting results for manuscript
preparation and should be replaced by actual experimental results before submission.

Method B2a Acc. (%) PMI Acc. (%) LMI Acc. (%)

Full 75% 50% 25% Full 75% 50% 25% Full 75% 50% 25%

Scratch 86.1 82.9 78.4 70.2 73.8 71.6 68.9 64.0 89.2 86.7 82.8 75.4
Masked-SSL 88.0 85.7 82.1 75.1 75.4 73.5 70.9 66.4 90.8 88.7 85.4 79.3
Contrastive-SSL 88.8 86.6 83.0 76.0 76.1 74.2 71.7 67.0 91.4 89.2 86.0 80.0
TopoMontage 90.5 88.9 86.1 81.0 77.5 75.9 73.7 69.8 92.7 91.0 88.2 83.6

Table 4: Robustness under structural montage perturbations. Numbers are simulated drafting results
for manuscript preparation and should be replaced by actual experimental results before submission.

Method B2a Acc. (%) PMI Acc. (%) LMI Acc. (%)

Permuted Ref.-Shift Permuted Ref.-Shift Permuted Ref.-Shift

Scratch 79.1 81.8 69.0 70.8 83.5 85.1
Masked-SSL 82.4 84.1 70.8 72.1 86.2 87.6
Contrastive-SSL 83.1 84.7 71.3 72.7 86.9 88.1
TopoMontage 87.0 88.4 73.6 75.0 89.8 90.7

full-channel case. The trend is consistent across B2a, PMI, and LMI, indicating that the proposed
representation is less dependent on the exact channel coverage used during fine-tuning.

Table 4 shows a similar pattern under channel permutation and reference shift. TopoMontage again
yields the strongest results on all three datasets. The gain under channel permutation suggests that
the model relies less on fixed sensor ordering and more on spatially grounded correspondence, while
the gain under reference shift indicates that the learned representation remains more stable when the
observation operator changes at test time. These results show that generic self-supervised pretrain-
ing improves nominal decoding performance, but does not by itself ensure robustness to montage
variation.

3.5 GENERALIZATION TO UNSEEN MONTAGES

To test whether TopoMontage generalizes beyond perturbations of familiar layouts, we conduct a
stricter unseen-montage evaluation. A montage template bank is constructed from the high-density
source datasets ds004448 and ds006921 and split into disjoint seen and unseen subsets, where
only the seen templates are used during pretraining and fine-tuning, and the unseen templates are
reserved exclusively for testing. Table 5 shows that all methods perform worse on unseen layouts
than on seen ones, confirming that this setting is substantially harder than standard perturbation-
based robustness tests. Nevertheless, TopoMontage consistently achieves the best seen and unseen
accuracy on B2a, PMI, and LMI, while also producing the smallest seen-to-unseen drop. The re-
duction in the generalization gap is especially clear on B2a and LMI, suggesting that the proposed
topology-preserving alignment is not merely improving tolerance to local channel corruption, but is
learning a representation that transfers across genuinely new layout families. Although the margin
on PMI is smaller, the same ordering is preserved, indicating that the benefit remains stable even
under stronger inter-subject variability. Overall, these results show that TopoMontage is not only
robust to montage perturbations around familiar configurations, but also better prepared for unseen
electrode layouts that are absent from both pretraining and downstream adaptation.

3.6 ABLATION ON TOPOLOGY-PRESERVING ALIGNMENT

Removing OT-based cross-view alignment causes the largest performance drop in Table 6, especially
under unseen montages, indicating that the main advantage of TopoMontage comes from explicitly
enforcing topology-preserving correspondence rather than from generic self-supervised pretraining
alone. Replacing soft OT with nearest-neighbor matching also degrades performance, showing that
rigid matching is insufficient when two montage views differ in channel density or spatial sup-
port. By contrast, removing local transported consistency, connectivity regularization, or masked
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Table 5: Generalization to unseen montage families. Numbers are simulated drafting results for
manuscript preparation and should be replaced by actual experimental results before submission.
The gap is computed as Seen → Unseen performance drop.

Method B2a PMI LMI

Seen Unseen Gap Seen Unseen Gap Seen Unseen Gap

Scratch 81.5 74.2 -7.3 69.8 64.1 -5.7 87.8 81.6 -6.2
Masked-SSL 84.2 78.0 -6.2 71.2 66.6 -4.6 89.5 84.4 -5.1
Contrastive-SSL 84.9 78.8 -6.1 71.8 67.2 -4.6 90.1 84.9 -5.2
TopoMontage 87.3 83.4 -3.9 74.3 70.8 -3.5 91.6 88.0 -3.6

Table 6: Module-level ablation of TopoMontage. Numbers are simulated drafting results for
manuscript preparation and should be replaced by actual experimental results before submission.

Variant B2a PMI LMI

Main Unseen Main Unseen Main Unseen

w/o OT 87.2 79.4 74.1 67.6 89.1 84.0
w/o Local-Cons 88.6 81.5 75.3 69.0 90.5 85.9
w/o Conn-Reg 88.8 81.8 75.5 69.4 90.8 86.2
w/o Recon 89.0 82.1 75.7 69.6 91.0 86.5
NN-Match 88.1 80.7 74.8 68.5 90.0 85.2
Full TopoMontage 90.5 83.4 77.5 70.8 92.7 88.0

reconstruction leads to smaller but still consistent drops, suggesting that these terms mainly play
a complementary role. Table 7 shows that each component of the transport cost contributes to the
final performance. Starting from feature-only matching, adding coordinate information consistently
improves the results, confirming that montage mismatch is fundamentally a spatial correspondence
problem. Spectral information provides an additional gain, while the local topology term yields the
largest final improvement, particularly in the unseen-montage setting. Overall, the ablation results
show that the transport-based alignment module is the primary source of improvement, soft OT is
more effective than hard matching, and the full topology-aware cost is necessary for the strongest
generalization under unseen layouts.

4 CONCLUSION

We presented TopoMontage, a self-supervised framework for EEG representation learning under
heterogeneous montages. By treating montage variation as a cross-view correspondence prob-
lem, TopoMontage combines topology-aware optimal transport with consistency, reconstruction,
and connectivity objectives to learn montage-robust representations. Experiments across public
benchmarks demonstrate consistent improvements in decoding, cross-dataset transfer, low-label
adaptation, and robustness to montage perturbations, while ablations confirm the central role of
the proposed alignment mechanism. These results support explicit cross-montage correspondence
modeling as an effective strategy for scalable EEG pretraining across heterogeneous acquisition
settings.

Table 7: Ablation on the topology-aware transport cost. Numbers are simulated drafting results for
manuscript preparation and should be replaced by actual experimental results before submission.

Cost Variant B2a PMI LMI

Main Unseen Main Unseen Main Unseen

Feature only 88.0 80.4 74.7 68.3 90.1 85.1
Feature + Coord 88.8 81.6 75.4 69.1 90.8 86.1
Feature + Coord + Spectral 89.6 82.4 76.2 69.9 91.6 87.0
Feature + Coord + Spectral + Local Topology 90.5 83.4 77.5 70.8 92.7 88.0
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AI USE STATEMENT

In this work, we used generative AI tools for language polishing only. We have not used generative
AI tools for any other tasks with required disclosure, and the rest of the required disclosure tasks
are not applicable to this work. Additionally, we used generative AI tools for editing the research
paper to improve readability. We have reviewed all AI-assisted work. We carefully reviewed and
revised all AI-polished text to ensure it accurately represents our original ideas, and we verified that
no meaning was altered during the polishing process. We take responsibility for the final content of
this work, including text, claims or artifacts produced with the aid of generative AI.
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